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Yamins & DiCarlo (2016), Nature Neuroscience

Does the brain engage in deep learning?

Let's clarify what we mean by that:
Does the brain utilize learning algorithms that ensure that 
changes in every part of the hierarchy improve performance?



  



  

The key feature of deep learning that is missing from current 
neuroscience models is hierarchical credit assignment

Current theories emphasize correlations in activity between neurons, 
but this makes hierarchical credit assignment tricky...



  

The most obvious solution to credit assignment is to explicitly 
calculate the partial derivative of your cost function with respect to 
your synaptic weights in the hidden layers (AKA backpropagation)

But, backpropagation 
requires that we 

somehow send error 
signals back through 

symmetric weights 
without disrupting our 

feedforward activity

No evidence for this in 
the brain... appears to be 

biologically unrealistic



  

Real neurons in the neocortex have a more complicated structure than the abstract 
ones used in machine learning 
Perhaps the solution lies here...
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Basal dendrites
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Matt Tran



  

Apical dendrites

Basal dendrites

Image courtesy of 
Matt Tran



  

Apical dendrites

Basal dendrites

Feedback

Feedforward
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Larkum, Zhu & Sakmann. (1999), Nature

Pyramidal neurons segregate feedforward and feedback signals

The apical dendrites are electrically segregated from the cell body, 
they only communicate occasionally via non-linear plateau potentials



  

Using segregated dendritic compartments hidden layer neurons can 
engage in credit assignment calculations without disrupting processing

Guerguiev, Lillicrap & Richards (2017), eLife



  

Using segregated dendritic compartments hidden layer neurons can 
engage in credit assignment calculations without disrupting processing

Guerguiev, Lillicrap & Richards (2017), eLife



  

Using segregated dendritic compartments hidden layer neurons can 
engage in credit assignment calculations without disrupting processing

Guerguiev, Lillicrap & Richards (2017), eLife



  

Using segregated dendritic compartments hidden layer neurons can 
engage in credit assignment calculations without disrupting processing

Guerguiev, Lillicrap & Richards (2017), eLife
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See also:
Lee et al. (2015), Joint Euro Conf on ML



  

Thanks to the credit assignment signals to the apical dendrites, the 
hidden layers learn representations that help the high-level goal

Guerguiev, Lillicrap & Richards (2017), eLife
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The algorithm actually learns to approximate the weight updates that 
would be prescribed by backpropagation
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The algorithm actually learns to approximate the weight updates that 
would be prescribed by backpropagation

See also:
Lillicrap et al. (2016), Nature Communications Guerguiev, Lillicrap & Richards (2017), eLife



  

Interim summary #1

The apparently odd structure of pyramidal neurons may reflect 
the brain's solution to the credit assignment problem
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Pyramidal neurons segregate feedforward and feedback signals

Plateau potentials in the apical dendrites drive burst-firing

Larkum, Zhu & Sakmann. (1999), Nature



  
Naud & Sprekeler (2017) bioRxiv: 143636

Pyramidal neurons segregate feedforward and feedback signals

When we consider an ensemble of pyramidal neurons, the non-linear 
properties of the apical dendrites produce a multiplexed signal



  

If bursts and spikes are “events”, the event rate vs. the probability of an 
event being a burst signal bottom-up vs. top-down inputs, respectively 

Pyramidal neurons segregate feedforward and feedback signals

When we consider an ensemble of pyramidal neurons, the non-linear 
properties of the apical dendrites produce a multiplexed signal

Naud & Sprekeler (2017) bioRxiv: 143636



  

We now assume that each unit in the network is an ensemble of 
neurons, which can multiplex bottom-up and top-down signals

The bottom-up signals 
determine an event rate:

hk (t )

The top-down signals determine 
the burst probability:

pk (t )

The product of the event-
rate and burst probability 
determines the burst rate:

β
k
(t )=hk (t )pk (t )

[β
k
(t ) ,hk (t )]

See also:
Körding & König (2001), J. Comp. Neurosci., 11(3): 207



  

We now assume that each unit in the network is an ensemble of 
neurons, which can multiplex bottom-up and top-down signals

The bottom-up signals 
determine an event rate:

hk (t )

We calculate the event rate 
similar to the standard output 
for neural network units:

hk (t )=σ(v k )

v k (t )=W k hk−1
(t−1)+bk

W k

v k (t )

hk (t )
hk−1(t )



  
The function of SST+ cells is still mysterious...

Pyramidal neurons segregate feedforward and feedback signals

There is a repeating microcircuit across the neocortex, wherein apical 
dendrites are targeted for inhibition by a specialized type of inhibitory 
interneuron: somatostatin positive (SST+) cells

Pyramidal neuron

SST+ inhibitory 
interneuron



  

We now assume that each unit in the network is an ensemble of 
neurons, which can multiplex bottom-up and top-down signals

Y k The top-down signals determine 
the burst probability:

pk (t )=σ(uk (t ))

uk (t )=Y k
β
k+1

(t−1)−Zkβk (t−1)
Zk

β
k
(t )=hk (t )pk (t )

β
k
(t )

β
k+1

(t )

β
k
(t )

Ak
(t )

SST+



  

The model runs forward in time with no distinct phases or signals, just 
the occasional period of a nudge towards the correct answer



  

We define a loss function at each layer based on the temporal 
difference in the burst rate before and after the nudge

LW
k

(t *)=‖β
k
(t *)−β

k
(t *−1)‖2

2

If a nudge arrives at time t*:

ΔW k
(t *)=α

∂LW
k

(t *)

∂W k

Δbk (t *)=α
∂LW

k

(t *)

∂bk

Note: this trick was motivated by an idea first 
articulated by Geoff Hinton at a NIPS (2007) 
workshop on deep learning 



  

We train the SST+ recurrent inhibition to keep the apical voltage in the 
linear range, thereby preventing vanishing gradients

LZ
k

(t *)=‖γ−uk (t )‖2
2

We set a target for uk(t), γ, and set that 
close to zero: 

ΔZk (t )=α
∂LZ

k

(t *)

∂Z k

Note: this was inspired by the fantastic paper from 
Sacramento et al. (2017), arXiv: 1801.00062



  

We train the SST+ recurrent inhibition to keep the apical voltage in the 
linear range, thereby preventing vanishing gradients

We set a target for uk(t), γ, and set that 
close to zero: 

Note: this was inspired by the fantastic paper from 
Sacramento et al. (2017), arXiv: 1801.00062



  

Our algorithm can perform as well as or better than backprop on 
MNIST, all within a biologically realistic framework
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The recurrent SST+ learning makes the algorithm more robust in 
the face of weird weight initialization as well



  

Interim summary #2

Neocortical microcircuits may use ensemble multiplexing for 
credit assignment and inhibition to prevent vanishing gradients
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What is the best analogy for a unit in a neural network?
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The biology hints at this in another way...

Neurons that are derived from the same progenitor cells have similar 
connections and are much more likely to be connected to each other

Gao et al. (2013) Development



  

If each unit is an ensemble of neurons, then a unit's event & burst rates 
can correspond to many different neuron-level spike/burst patterns

This leads us to the concept of micro vs. meso states in each unit
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Why would you want to do this? 

Why not just use the micro state patterns, why even consider 
the meso states?

This could force a 
structural prior on the 
system to represent 
the presence of 
various latent 
variables in the 
environment with the 
meso states, and the 
specifics of their 
instantiation with the 
micro states



  

This is reminiscent of the “capsules” idea...

In trying to understand biologically plausible deep learning, we 
arrived at a structural prior ML was already considering

Sabour, Frosst & Hinton (2017), NIPS



  

Interim summary #3

It may be time to start thinking more seriously about network 
units that have states at multiple levels of resolution
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When we distinguish between meso and micro states for the unit 
activities, we also have to distinguish between meso and micro weights
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When we distinguish between meso and micro states for the unit 
activities, we also have to distinguish between meso and micro weights

W (t )=a(t )W s (t )

The micro weights can 
remain fixed, while the 

meso weights will 
change at each time 

step depending on the 
micro states of the units

We use a binary vector, s(t), to 
represent presynaptic neuron 

spiking and a real vector a(t) to 
represent postsynaptic receptivity



  

A framework like this could allow for dynamic routing between units, 
wherein current goals, the past, attention, and low-level features shape 
the micro states, and thereby determine the meso weights at time t

The micro state routing variables s(t) and 
a(t) can then be set as functions of past 

states, current goals, attention, 
contextual variables, etc.

W (t )=a(t )W s (t )
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W (t )=a(t )W s (t )

ak (t )=f (ak+1
(t−1) ,GOAL(t ))

sk (t )=f (sk−1(t−1) ,AROUSAL(t ))

The micro state routing variables s(t) and 
a(t) can then be set as functions of past 

states, current goals, attention, 
contextual variables, etc.



  

A framework like this could allow for dynamic routing between units, 
wherein current goals, the past, attention, and low-level features shape 
the micro states, and thereby determine the meso weights at time t

This is ongoing work 
(sorry no results yet)

W (t )=a(t )W s (t )

The micro state routing variables s(t) and 
a(t) can then be set as functions of past 

states, current goals, attention, 
contextual variables, etc.
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Conclusions

The success of deep learning shows how important it is to have 
a solution to the credit assignment problem

When we consider how the brain may solve the credit 
assignment problem, we can reinterpret biological data

Our model suggests that apical dendrites, burst-firing, and 
inhibitory microcircuits may have evolved for credit assignment

Interestingly, this work led us to the conclusion that units in 
neural networks may best be understood as ensembles

This provides some potential guidance for ML: use units with 
states at multiple levels, and use those for dynamic routing
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